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Background

• Preparing these reports requires clinicians to review numerous slices in a CBCT volume, which is a 
time-consuming and expertise-intensive process.

• Dental diagnostic reports translate complex CBCT findings into clinically meaningful information, 
supporting treatment planning, clinical communication, and follow-up.

• Generating structured reports from CBCT connects volumetric image analysis with organized clinical 
information, extending dental AI beyond anatomical segmentation.



Motivation

• Preserving 3D anatomical context: Clinically relevant findings may involve tooth roots, periapical 
regions, and surrounding bone. The model therefore needs to retain spatial continuity and 
information beyond tooth boundaries.

• Linking findings to specific teeth: Global image features alone may not sufficiently capture localized 
abnormalities. Combining global context with FDI-aligned tooth-level features can help associate 
clinical findings with the corresponding tooth positions.

• Learning from limited and imbalanced clinical data: Limited number of labeled CBCT cases are 
available, and diagnoses and treatments occur at different frequencies. Learning clinically relevant 
patterns under these conditions is challenging.



Methodology

Overview of the proposed framework. Global CBCT features and FDI-aligned tooth-level features are 
jointly modeled for structured clinical prediction and report generation.



Methodology

• Anatomical localization: Individual teeth were first segmented 
using an open-source, pretrained nnU-Net model [1], and the 
segmentation results were then mapped to the 32 tooth FDI 
positions to guide ROI construction.

• Context-preserving cropping: Expanded 3D regions retain the 
teeth and surrounding tissues, including periapical regions, 
periodontal structures, and alveolar bone.

• Two-channel input: The cropped CBCT and tooth mask are jointly 
provided to the network, preserving image intensities while adding 
anatomical guidance.

[1] Van Nistelrooij, Niels, et al. "ToothSeg: Robust tooth instance segmentation and numbering in CBCT using deep learning and self-correction." IEEE Journal of Biomedical 
and Health Informatics (2026).



• Global and local features: A shared 3D CNN 
extracts a global representation from deep 
features and tooth-level ROI features from 
an intermediate feature map.

• FDI-aligned tooth tokens: Each token 
combines local visual features, FDI positional 
information, tooth presence.

• Relationship modeling and fusion: A Tooth 
Transformer models interactions among 
tooth slots, followed by attention pooling 
and fusion with the global representation.

Methodology



Methodology

• Multi-task clinical prediction: Separate heads predict tooth 
positions, diagnoses, tooth–diagnosis associations, treatment 
actions, medications, and auxiliary clinical information.

• Class-balanced optimization: A weighted combination of class-
balanced binary cross-entropy losses addresses label imbalance 
across prediction tasks.

• Structured report rendering: Predicted entities are mapped to 
predefined clinical phrases and organized into the seven required 
report fields.



Experiments: Training 
and Inference

Item Setting

Supervised training 50 labeled CBCT cases

Internal evaluation 5-fold patient-level cross-validation

Optimization AdamW and early stopping

Inference Five-model logit averaging

Hardware One NVIDIA RTX 4090

• Task-specific thresholds were selected using out-of-fold predictions from the training set.



Experiments and Results



Visualization

CBCT Image Segmentation Result Generated Report
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