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Abstract. The MICCAI STSR 2026 Challenge Task 3 aims to derive
clinically relevant information and structured dental reports from three-
dimensional cone-beam computed tomography (CBCT). To address the
limited labeled data and the complex spatial relationships among mul-
tiple teeth, we propose a segmentation-guided and FDI-aligned three-
dimensional dental ROI Transformer. An nnU-Net-based tooth segmen-
tation model is first employed to localize individual teeth. Instead of
applying the segmentation as a hard mask, the proposed method crops
the complete dentition together with surrounding periapical tissues, pe-
riodontal structures, neighboring teeth, and alveolar bone. A 3D residual
convolutional network extracts a global dentition representation and in-
termediate tooth-level ROI features. Each tooth token integrates its local
visual feature, FDI positional embedding, tooth-presence information,
and segmentation-derived reliability descriptors. A Tooth Transformer
and attention-pooling module are then used to model inter-tooth re-
lationships and obtain a dentition-level representation. The global and
tooth-level features are fused for multi-task prediction of tooth nota-
tions, diagnosis categories, treatment actions, medications, and auxiliary
clinical information. The predicted entities are converted into the seven
required report fields using a deterministic template-based module. On
the validation set, our method achieved a total score of 10.08 and ranked
second in Task 3, demonstrating the effectiveness of segmentation-guided
volumetric and tooth-level representation learning for structured dental
CBCT reporting. Our code are available at https://github.com/duola-
wa/MICCAI-2026-STS-Task-3.
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1 Introduction

The MICCAI STSR 2026 Challenge Task 3 focuses on multimodal dental analy-
sis using the MMDental dataset, which pairs three-dimensional cone-beam com-
puted tomography (CBCT) images with detailed expert medical records. In con-
trast to conventional dental image analysis tasks that primarily concentrate on
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anatomical segmentation, this task extends CBCT analysis toward higher-level
clinical understanding, including diagnosis prediction, treatment reasoning, and
structured report generation.

CBCT has become an important imaging modality in dental diagnosis and
treatment planning because it provides detailed three-dimensional representa-
tions of teeth, tooth roots, alveolar bone, and surrounding maxillofacial struc-
tures [19,9,6]. In clinical practice, dentists must examine a large number of CBCT
slices, identify abnormalities involving individual teeth, and integrate these find-
ings with the patient’s chief complaint, oral examination, medical history, and
follow-up documentation. This process requires substantial professional experi-
ence and careful cross-referencing between imaging findings and clinical records.
Moreover, the interpretation and documentation of complex dental cases may
be time-consuming and subject to inter-observer variation, particularly when
multiple teeth, diagnoses, and treatment procedures are involved [12,7].

Deep learning methods have demonstrated considerable potential in dental
image analysis, including tooth segmentation, root canal segmentation, and le-
sion detection [4,1,8,5]. Convolutional neural networks and Transformer-based
models can automatically learn discriminative representations from medical im-
ages and have increasingly been applied to clinical classification and report gen-
eration [14]. However, most existing dental artificial intelligence studies rely on a
single data modality. The limited availability of three-dimensional paired CBCT
images and comprehensive clinical records has restricted the development of
models capable of connecting volumetric dental evidence with patient-level di-
agnostic and treatment information. The MMDental dataset provides an oppor-
tunity to investigate this clinically relevant image-to-record prediction problem.

Despite this opportunity, automated clinical prediction from dental CBCT
remains challenging. First, a complete CBCT examination may contain hundreds
of high-resolution slices, resulting in substantial memory and computational re-
quirements for true three-dimensional modeling. Sampling a limited number of
two-dimensional slices reduces computational cost but may discard the contin-
uous spatial relationships among the tooth crown, root, root apex, periodontal
tissues, adjacent teeth, and alveolar bone. Second, many dental findings are as-
sociated with specific tooth positions. A patient-level global representation alone
may identify an overall abnormality but fail to determine which tooth is clini-
cally involved. Third, tooth localization obtained from an automatic segmenta-
tion model may contain missing regions, fragmented components, or incorrect
labels. Directly masking the CBCT using imperfect segmentation results may
consequently remove diagnostically important tissues outside the tooth bound-
ary. Finally, the limited number of labeled cases and the highly imbalanced
distributions of diagnoses, treatments, and medications create a substantial risk
of overfitting.

To address these challenges, we propose a segmentation-guided three-dimensional
dental ROI Transformer for structured clinical prediction from CBCT images.
Our method first employs an nnU-Net-based tooth segmentation model to seg-
ment individual teeth and establish a standardized FDI anatomical coordinate
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system [3,13]. Instead of using the segmentation result as a hard image mask,
we crop a three-dimensional dentition region containing the complete dental
arch and its surrounding tissues, thereby retaining potentially relevant informa-
tion from the tooth roots, periapical regions, periodontal structures, neighbor-
ing teeth, and alveolar bone. A three-dimensional residual convolutional network
then extracts multi-scale volumetric features from the original CBCT and the
tooth segmentation prompt [2]. The main contributions of this work are sum-
marized as follows:

e We propose a segmentation-guided true three-dimensional framework that
preserves the complete dental arch and surrounding anatomical context,
avoiding the loss of volumetric continuity associated with sparse 2.5-dimensional
slice sampling.

e We introduce an anatomically aligned tooth-slot representation that com-
bines tooth-level 3D ROI features with global dental-arch context. FDI posi-
tional embeddings, segmentation-quality gating, and segmentation dropout
are incorporated to improve robustness to imperfect tooth segmentation.

e We formulate dental report generation as a multi-task structured prediction
problem. The model jointly predicts tooth notations, diagnosis categories,
tooth—diagnosis associations, treatment actions, and medications, which are
subsequently converted into complete clinical reports through a constrained
report-rendering module.

e The proposed method achieved second place in Task 3 of the MICCAI STSR
2026 Challenge, demonstrating its effectiveness on the official MMDental
multimodal dental analysis benchmark.

2 Proposed Method

2.1 Framework Overview

As shown in Fig. 1, we propose a segmentation-guided and FDI-aligned three-
dimensional dental ROI Transformer for structured clinical prediction from CBCT
images. The framework consists of segmentation-guided preprocessing, global
and tooth-level feature extraction, tooth relationship modeling, and multi-task
structured prediction.

The framework follows a hierarchical representation strategy that is consis-
tent with the clinical interpretation process of dental CBCT. Global volumet-
ric features provide information regarding the overall dentition, maxillofacial
structures, and the spatial distribution of abnormalities, whereas tooth-level fea-
tures preserve localized evidence associated with individual anatomical positions.
These two types of information are complementary. Relying only on global rep-
resentations may obscure small tooth-specific abnormalities, while using isolated
local regions may ignore contextual relationships among adjacent teeth and sur-
rounding tissues. Therefore, the proposed framework jointly models patient-level
and tooth-level information within a unified three-dimensional architecture.
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Fig. 1. Overview of the proposed framework. Global CBCT features and FDI-aligned
tooth-level features are jointly modeled for structured clinical prediction and report
generation.

2.2 Segmentation-Guided 3D Preprocessing

An nnU-Net-based model is first used to segment individual teeth and map
them to 32 permanent-tooth FDI positions. Connected-component filtering is
applied to remove segmentation noise, after which the union of the detected
tooth regions is used to crop the complete dentition and surrounding tissues.
Unlike hard masking, this strategy preserves diagnostically relevant structures
outside the tooth boundaries, including periapical tissues, periodontal structures,
neighboring teeth, and alveolar bone.

The segmentation results are used primarily as anatomical localization prompts
rather than as definitive diagnostic regions. This distinction is important be-
cause clinically relevant findings may extend beyond the segmented tooth sur-
face. For example, periapical lesions, periodontal changes, alveolar bone defects,
and treatment-related structures may be located outside the predicted tooth
mask. By using the union of tooth regions only to determine the spatial extent
of the dentition ROI, the proposed preprocessing strategy reduces irrelevant
background information while preserving surrounding anatomical context. The
expanded ROI also provides additional tolerance to moderate localization errors
produced by the automatic segmentation model.

Each tooth token combines its local three-dimensional ROI feature, FDI po-
sitional embedding, tooth-presence information, and segmentation-quality de-
scriptor. This descriptor encodes tooth presence, relative component volume,
bounding-box occupancy, connected-component purity, normalized spatial ex-
tent, and centroid location. The 32 tooth tokens are processed by a Trans-
former encoder to model contextual relationships among adjacent teeth, con-
tralateral teeth, different dental quadrants, and the upper and lower dental
arches. Segmentation-quality gating adaptively reduces the contribution of un-
reliable local features, while segmentation dropout prevents the network from
depending excessively on potentially imperfect tooth localization.
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2.3 Multi-Task Structured Prediction

The global CBCT representation and the Transformer-derived dentition rep-
resentation are concatenated and fused to form a unified patient-level feature.
This design allows the model to jointly capture global maxillofacial conditions
and localized abnormalities associated with specific tooth positions. Multiple
prediction heads are then used to predict clinically relevant tooth positions, di-
agnosis categories, tooth—diagnosis associations, treatment actions, medications,
and auxiliary patient information.

The prediction tasks share the same fused representation but use separate
task-specific output heads. This design enables the model to learn common visual
patterns while maintaining the flexibility required by different clinical targets.
Tooth-position prediction emphasizes spatial localization, diagnosis prediction
focuses on pathological appearance, and treatment and medication prediction
require higher-level associations between imaging findings and clinical decisions.
Joint optimization allows these related tasks to provide complementary super-
vision. In particular, tooth—diagnosis association prediction encourages the net-
work to connect a diagnostic category with its corresponding anatomical position
rather than predicting only patient-level labels.

Class-balanced binary cross-entropy is adopted for the multi-label prediction
tasks to alleviate the influence of label imbalance. The overall training objec-
tive is defined as a weighted combination of the task-specific losses, enabling
the shared visual representation to be optimized using complementary clinical
supervision. Because the frequency of clinical labels varies substantially, a single
unweighted objective may be dominated by common diagnoses or treatment cat-
egories. The class-balanced formulation increases the contribution of relatively
infrequent positive labels and reduces the tendency of the network to predict
only frequently observed categories. The shared backbone and tooth-level mod-
ules are therefore trained under multiple forms of clinical supervision, while each
output head remains specialized for its corresponding prediction target.

GPT is used as an offline annotation assistant to convert free-text clinical
records into structured training labels. The extracted labels are stored before
model training and used as supervision for the corresponding prediction tasks.
GPT is not involved in neural network optimization, validation, report genera-
tion, or deployment inference.

2.4 Structured Report Generation

The predicted tooth notations, diagnosis categories, treatment actions, and med-
ications are converted into the seven report fields required by the challenge
through a deterministic template-based report-rendering module. Each predicted
clinical entity is mapped to a predefined clinical phrase and inserted into the cor-
responding report field.

The constrained reporting process ensures a consistent output format and
limits the generated content to information supported by the structured predic-
tions.
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3 Experiments and Results

3.1 Dataset and Assessment Metrics

The MICCAI STSR 2026 Challenge Task 3 is based on the MMDental dataset,
which pairs three-dimensional CBCT images with expert medical records. The
training set contains 50 labeled CBCT volumes with corresponding clinical records
and 200 additional unlabeled CBCT volumes. The validation set contains 50 la-
beled cases. In the present study, the supervised three-dimensional model was
trained using the 50 labeled training cases [18,15,17].

The free-text medical records contain information regarding tooth notations,
diagnoses, treatment procedures, medications, and follow-up recommendations.

3.2 Implementation details

The computational environment and software dependencies used in our exper-
iments are summarized in Table 1. The implementation was developed using
Python and PyTorch.

Table 1. System Configuration

Ubuntu version Ubuntu 24.04 LTS

CPU Intel(R) Xeon(R) Platinum 8352S CPU @ 2.20GHz
RAM 503 GB

GPU 1 NVIDIA GeForce RTX 4090 (24G)

CUDA version 12.4

Programming language |Python 3.9.19

Deep learning framework|PyTorch (torch 1.12.1, torchvision 0.19.1)

Codes available at https://github.com/duola-wa/MICCAI-2026-STS-Task-3

Preprocessing Settings. The individual-tooth segmentation results generated
by nnU-Net were first mapped to 32 permanent-tooth FDI slots. The bounding
box of each tooth was expanded by 10 mm to construct its local context region.
The union of all reliable tooth regions was expanded by 15 mm to obtain the
complete dentition ROI.

Network Configuration. The three-dimensional feature extractor contained a
convolutional stem followed by four compact three-dimensional residual stages.
The numbers of output channels were 24, 48, 96, and 192, respectively. The
second-stage feature map was used for tooth-level ROI feature extraction, whereas
the deepest feature map was processed by global average pooling and linear pro-
jection to obtain a 256-dimensional global representation.

For each of the 32 permanent-tooth FDI slots, three-dimensional ROI pool-
ing was performed on the second-stage feature map. The resulting local rep-
resentation was combined with an FDI positional embedding, a tooth-presence
embedding, and segmentation-derived geometric information. The tooth tokens
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were processed by a one-layer Transformer encoder with eight attention heads
and a token dimension of 256. Attention pooling was then used to aggregate the
contextualized tooth tokens into a 256-dimensional dentition representation.
Training Settings. We adopted five-fold patient-level cross-validation. In each
fold, 40 cases were used for training and 10 cases were used for validation.

The network was optimized using AdamW with a weight decay of 1 x 1074,
The learning rates for the three-dimensional backbone and global prediction
modules were set to 1 x 10™%, while the learning rate for the tooth-level ROI
and Transformer modules was set to 3 x 1074,

Each fold was trained for a maximum of 300 epochs. Early stopping was ap-
plied with a patience of 15 epochs, and the checkpoint with the best validation
performance was retained. Automatic mixed-precision training was employed
to reduce GPU memory consumption. Data augmentation included random in-
tensity scaling, intensity shifting, Gaussian noise, and segmentation dropout.
Segmentation dropout was applied with a probability of 0.35, during which the
tooth-mask channel, tooth bounding boxes, and segmentation-derived descrip-
tors were removed while the original CBCT intensity channel was retained.
Inference Settings. During inference, the logits predicted by the five cross-
validation models were averaged before applying the sigmoid function. Task-
specific thresholds estimated from the out-of-fold predictions were then used
to decode tooth notations, diagnoses, treatment actions, and medications. The
decoded clinical entities were converted into the seven official report fields using
a deterministic template-based report-rendering module.

3.3 Results and Analysis

Quantitative Performance. The official validation performance of the pro-
posed method is summarized in Table 2. The proposed framework obtained an
overall score of 10.08 and ranked second in Task 3 of the MICCAI STSR 2026
Challenge.

Table 2. Validation performance on MICCAI STSR 2026 Challenge Task 3.

Diagnosis Accuracy Treatment Plan Record Completeness Total Score

5.29 3.12 1.68 10.08

The quality-aware representation and segmentation dropout were introduced
to reduce the influence of imperfect tooth localization. When the segmenta-
tion result contains fragmented components or inaccurate tooth regions, the
segmentation-derived descriptors reduce the contribution of unreliable local vi-
sual features. Meanwhile, segmentation dropout encourages the network to retain
prediction ability through the global CBCT branch.

Qualitative Segmentation Results. Although tooth segmentation is not the
final prediction target of Task 3, it provides the anatomical prior required for
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CBCT Image Prediction

Fig. 2. Qualitative visualization of the nnU-Net tooth segmentation results. For each
representative case, the left column shows the original CBCT image and the right
column shows the corresponding individual-tooth segmentation result. Different colors
indicate different tooth instances and FDI positions.

dentition localization and tooth-level ROI construction. Representative segmen-
tation results are shown in Fig. 2. For each case, the left column presents the orig-
inal CBCT image, while the right column shows the corresponding individual-
tooth segmentation result generated by nnU-Net.

4 Conclusion

In this paper, we presented a segmentation-guided framework for structured
clinical prediction and report generation from dental CBCT images. The pro-
posed method uses nnU-Net tooth segmentation to localize the complete denti-
tion while preserving surrounding anatomical structures, and combines a three-
dimensional convolutional encoder with tooth-level ROI representations and a
Tooth Transformer to jointly model global dentition context and localized abnor-
malities associated with specific FDI tooth positions. Multiple prediction heads
are employed to estimate tooth notations, diagnosis categories, treatment ac-
tions, medications, and auxiliary clinical information, which are subsequently
converted into the seven required report fields through a deterministic template-
based rendering module. On the official validation set of MICCAI STSR 2026
Challenge Task 3, our method achieved a total score of 10.08 and ranked second.
These results demonstrate the potential of segmentation-guided volumetric and
tooth-level representation learning for dental CBCT-based structured reporting.
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